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ÅFlow Matching

ÅScore DistillationSampling

ÅPoint Cloud Diffusion

ÅTrellis

ÅHunyuan3D



Flow Matching
Slides from NeurIPS2024Tutorial

Flow Matching for Generative Modeling

Ricky T. Q. Chen · Yaron Lipman · Heli Ben-Hamu 





Generative Modeling Problem



Generative Modeling Problem 



Model

Å Direct Map



Model

Å Continuous-time Markov process



Marginal Probabilitypath



OurFocus:



Flow asa generative model



Flow asa generative model







Flow Matching



Sampling a flow model



Sampling a flow model



Simplest version of Flow Matching



Simplest versionofFlow Matching



Build flow from conditional flows



Build flow from conditional flows



Build flow from conditional flows



The Marginalization Trick



Flow Matching Loss



How to choose ?



Flow Matching vs Diffusion

Model Diffusion Models Flow Matching

Path type Stochastic, noise-added SDE paths
Deterministic ODE-based velocity 
fields

Training supervision
Predict noise/score via variational 
objective

Direct regression of velocity field

Sampling cost Thousands of iterative denoising steps
Fewer steps (10ς100) using ODE 
solvers

Theoretical robustness
Inverse of 2nd-order PDE; unstable 
under approximation

First-order PDE; more stable inversion 
and small-error behavior

Flexibility of paths
Fixed schedules and stochastic 
transitions

Supports optimal transport, 
deterministic and stochastic mixes



Summary on Flow Matching

ÅFlow Matching learns a direct velocity fieldto transform noise into 
data deterministically.

ÅDiffusion models learn to reverse a stochastic noising process.

ÅFM can be seen as a generalizationof diffusion models, with 
improved sample efficiency, stability, and flexibility.

ÅUnder Generator Matching, both are unified under the common goal 
of transforming distributions via well-defined paths.

ÅIf you want to know more about Flow Matching, have a look 
at NeurIPS 2024 "Flow Matching for Generative Modeling" tutorial

https://neurips.cc/virtual/2024/tutorial/99531


3D Generative Models



StructuredUnstructured

Latent

Optimization-Free

Direct

3D Generative Models

Optimization-Based



Score DistillationSampling
Distilling3D informationfrom 2D



Score DistillationSampling

ÅIntroducedby "DreamFusion: Text-To-3D using2D Diffusion", Poole et 
al. 



WhyUse 2D Diffusion Models for 3D?

Å2D diffusion models (e.g., Stable Diffusion) have been trained on 
large-scale imageςtext datasets.

ÅIn contrast, 3D datasets are scarce and costly to collect.

ÅIdea: Leverage 2D diffusion models to guide 3D scene generation.

ÅScore Distillation Sampling (SDS) allows us to do this τusing 2D 
supervision to optimize 3D content.



DreamFusionτSetup
ÅUse a3D representation that supports differentiable rendering (e.g., a 

NeRF, Gaussian Splatting).

ÅRender samples from arandom viewpoint

ÅRun diffusion on the rendered view and backpropagate to optimize 
the 3D representation, so that each rendered view is consistent with 
the model's expectations.



DreamFusionτScore DistillationSampling

ÅRecall the diffusion training objective:

ÅHere, is the render from NeRF

ÅDirectly computing the gradient leads to a Jacobian term over the U-
Net:

ÅProblem: Computing the U-Net Jacobian is expensive



DreamFusionτScore DistillationSampling

ÅHowever, it turns out we can consider removing the U-Net Jacobian!

ÅGiven image distributionas diffusion model:

ÅMaximal log-likelihood estimation:



DreamFusionτAlgorithm

ÅSDS can be used to optimize a 3D 
representation, like NeRF.



DreamFusionτLimitations

ÅLimitations:
ÅJanus problem

ÅSpeed:
ÅWe have to run many 

diffusion stepsto reach 
model convergence.
(up to30 mins!)

ÅQuality:
ÅOptimizing from different views

leads to averaging details.



ExtensionsςDreamGaussian

ÅUses Gaussian Splatting to make optimization faster (1 min)



ExtensionsςDreamGaussian

ÅProposes a refinement step to generate better textures.





Optimization-Free 3D Generative Models



Design Choices

ÅInput ConditionsόbƻƴŜΣ ¢ŜȄǘΣ LƳŀƎŜǎΣ Χύ

ÅOutput 3D Representation(Voxels, Fields, Point Clouds, Meshes, 
3DGS parameters)

ÅExplicit vsLatent Diffusion and Representation(Structured / 
UnstructuredLatent)

ÅDŜƴŜǊŀǘƛǾŜ .ŀŎƪōƻƴŜ όD!bΣ ±!9Σ 5ƛŦŦǳǎƛƻƴΣ Χύ



The Choice of Output Representation

3D Generative Models: A Survey, Shi et al. '22



The Choice of Output Representation



StructuredUnstructured

Latent

Optimization-Based Optimization-Free

Direct

3D Generative Models



Image-Conditioned Point Cloud Diffusion

ÅDirectpoint clouddiffusionmodelconditionedon image

ÅKey idea: Enrichpointswith projectedfeaturesat eachdiffusionstep



PC2: projection conditioned diffusion model 

ÅRandom Gaussian point ὴɴ ᴙ , perspective projection: “ȡᴙ ᴼᴙ

ÅImage encoder Ὢ: Ὅɴ ᴙ ᴼᴙ

ÅPixel aligned feature: Ὂ Ὢ Ὅ“ὴ , ẗȡbilinear interpolation. 

ÅDiffusion model ‭ȡὊȟὸᴼᴙ . Predicts update for next step.  

48PC2, Melas-Kyriazi et al. CVPR '23



PC2 Results 

49

ὖὅȡMelas-KyriaziŜǘ ŀƭΦ /±twΩноΦ



Strengths and Limitations

ÅExplicit 3D representation

ÅStabletraining

ÅRequirespoint cloudsfor training

ÅCannotperform novelviewsynthesis

ÅSame limitationsasdiffusionmodels, i.e. slow inference, repeated
forward passesetc.



Can we DenoiseOther Representations?

Video from PolyDiff, Alliegroet al. '23
MeshDiffusion, Liu et al. ICLR '23



Can we DenoiseOther Representations?

ÅSDFs arefunctions: қ-dim space

ÅNeuralimplicits: neuralnetworks
representingfield

Å Diffusion in weight-spaceof
fixednetwork architecture

HyperDiffusion, Erkocet al. ICCV '23



Generating Implicitswith Weight-Space Diffusion 

HyperDiffusion, Erkocet al. ICCV '23



Optimization-Based Optimization-Free

Direct

3D Generative Models

StructuredUnstructured

Latent



Latent Diffusion Models

ÅDiffusion modelsarepowerful!

ÅDenoising3D assetdirectlymaybe
infeasiblebecause

o High dimensional data
o Discrete(meshes) / infitinite-dimensional 

(neuralfield) representation

ÅInstead, compressdatausingpretrained
autoencoder(VAE)

ÅPerform diffusionin latent space

ÅDecodeback to original format

Example: StableDiffusion



Structured vsUnstructuredLatents

Structured Latents
ÅSpatiallyalignedlatent vectors

ÅInterpolation

ÅLocalityawareness

UnstructuredLatents
ÅList of latent vectors(Vecset)

ÅStructureencodedin features

ÅCompatiblewith transformers

Single global latentsgenerallystruggleto reconstructhigh-quality shapeswith
fine graineddetails.
Therefore, a latent representationtypicallyconsistsof multiple latent vectors.

Voxel-structure Triplane-structure



Unstructured

Optimization-Based Optimization-Free

Direct

3D Generative Models

Structured

Latent



TriplaneDiffusion

ÅDiffusion modelsaregoodat generating2D images

ÅTriplanesare2d representationsthat canbe usedto describe3D 
shapes

3D NeuralField Generation usingTriplaneDiffusion, Shueet al. CVPR '23
Diffusion-SDF, Chou et al. ICCV '23
Direct3D, Wu et al. NeurIPS'24



Example
Generations of
Direct3D



TRELLIS: Voxel-BasedStructured 3D Latents

Structured 3D Latentsfor Scalableand Versatile 3D Generation Xiang et al. CVPR '25



Structured Latent (SLAT)

Å Gridpopulatedwith featuresat activevoxels

ÅVoxelisactiveif it intersectswith the surface

ÅN = grid resolution, L = #active voxels

ÅGridgivesroughgeometryoutline

ÅFine detailsand appearanceareexpressedthroughfeatures

ÅOnelatent spacefor different output formats(3DGS, NeRF, 
Mesh)

How canwe learn such a latent space?



SparseVAE Training Pipeline

ÅVoxelizeassetand renderfrom multple views

ÅExtract imagefeaturesand projectonto voxels

ÅAverage overmultiple viewsto get sparseimage-feature volume

(This isnot the final latent representationyet!)



SparseVAE Training Pipeline

ÅPass sparsestructuredimagefeaturesthroughencoder
to obtainSLAT representation

ÅShifting windowattention to makeuseof localityand 
increaseefficiency

ÅSpecificdecoderfor different output formats



SparseVAE Training Pipeline

ÅE.g. the output featuresof the 3DGS decoder:

ÅEachactivevoxelisdecodedinto K Gaussians

ÅGaussianpositions:

ÅTrainedend-to-end with renderingloss



Decoders for Different Output Formats

TRELLIS proposesdifferent decodersfor
ÅGaussianSplats

ÅNeRFs

ÅMeshes

In practice, encoderis trainedsimultaneouslywith 3DGS decoder, and 
other decodersaretrainedwith frozenencoder.



Recap



Trellis: Generative Model

Learnmodel to generatestructured latent



Trellis: Generative Model

2 Stages:

Å CoarseStructureGeneration

Å Latent Feature Generation



StructureGeneration

ÅGenerating isexpensive

ÅInsteadgeneratea compressedfeature volume

ÅCompression/ Decompressionlearnedby 3D 
convolutionalVAE

ÅFlow transformermodel
generates

ÅCondition-injectionvia
crossattention



TrellisResults



TrellisResults



TrellisResults

Vintage copperrotary
telephonewith
intricate detailing.

Two-story brickhouse
with red roof and 
fence.

Futuristicrobotic arm 
on a table.



TrellisKey Takeaways

ÅTrainedon 0.5 Mi assets, 2 Bnparametermodels

ÅStructured latent representationwith spatialawareness

ÅCoarsestructureequippedwith featuresencodingfine detailsand 
appearance

ÅSpatialrepresentationallowslocalediting

ÅTrellissupportsmultiple different output formatsvia distinctdecoders

ÅLatent modelto generatehigh qualityassetsfrom text or image



Optimization-Based Optimization-Free

Direct

Structured

3D Generative Models

Latent

Unstructured



Shapes to Latent Vectors



3DShape2VecSet: 3D Shape Representationfor
NeuralFields and Generative Diffusion Models

Key Idea: Learnto encodea meshin a setof latent vectors, and then predicta 
SignedDistanceField 

...

Input Object
Encoder Decoder

Latent Vectors

Output SDF


